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COMPUTATIONAL SCIENCE 
AND ENGINEERING



Computational Science and Engineering

q SIAM’s definition1:
– Computational science and engineering (CSE) is a multidisciplinary field of research 

and education lying at the intersection of applied mathematics, computer science, and 

core disciplines of science and engineering

– CSE encompasses methods of HPC and it is central in Data Sciences

Coutinho A (2014) Some reflections on big data and computational mechanics. iacm expressions 35
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Michel et al, Quantitative Analysis of Culture Using Millions of 
Digitized Books, Science, 2011



CSE Pipeline1

1Future Directions in CSE Education and Research, http://wiki.siam.org/siag-cse/index.php/Main_Page



HIGH PERFORMANCE 
COMPUTING



High Performance Computers or Supercomputers

Supercomputers are the fastest 
and most powerful general 

purpose scientific computing 
systems available at any given 

time.

Turing´s Bombe, UK, 1941
Dongarra et al, “Numerical Linear Algebra for 
High-Performance Computers”, SIAM, 1998

Summit - IBM Power System AC922, IBM 
POWER9 22C 3.07GHz, NVIDIA Volta GV100, 

Dual-rail Mellanox EDR Infiniband, Cores: 
2,414,592; Memory: 2,801,664 GB, Rmax: 
148,600 TFlop/s; Rpeak: 200,795 TFlop/s; 

Power: 10,096.00 kW

http://www.olcf.ornl.gov/olcf-resources/compute-systems/summit/



Historical Trends TOP500 List

http://www.top500.org
Lists the top 500 supercomputers; Updated in 06/XX  and 11/XX 

All phones

By 2019

LINPACK Benchmark: 

solves a dense system of linear equations by LU factorization

ENI 18.9PFlop/s



Brazil in the TOP500 List (Jun 2019)



NACAD´s Agenda 

q High Performance Computing in Engineering and Computational 

Science – Interdisciplinary Area with Major in HPC since 1988

q To provide and operate an advanced infrastructure for computing

q Develop and support multidisciplinary R & D projects of relevance, 

especially in:

– Energy: Oil and Gas, Electric

– Civil, Mechanical and Materials Engineering 

– Environment, Meteorology and Oceanography

– Computing, Database and Data Mining

– Biological Sciences

q Member of the new COPPE Digital Technology Hub for Oil and Gas



NACAD’s Machine Timeline

IBM SP2

Year

Machines

Intel iPSC2

Cluster de PCs

Cray J90

SGI 350/450

SGI Altix ICE

Sun Galileu

1988 1990 1995  1999 2005 2010

640Mflops, 8 procs

65Tflops, 7K cores

COPPE NCP I

InfoCluster

Itautec

1st Brazilian supercomputer vendor

1st Supercomputer built in Brazil

COPPE’s machine: LoboCarneiro
253 Compute Nodes 6072 Cores (506 Processors

Intel Xeon Haswell E5-2670V3 12-Cores 

2.3GHz)16.192GB Mem DDR4, 193 Tflop/s



NACAD’s AppsTimeline

IBM SP2

Year

App Complexity

Intel iPSC2

Cluster de PCs

Cray J90

SGI 350/450

SGI Altix ICE

1988 1990 1995  1999 2005 2010

COPPE NCP I

InfoCluster
Itautec!(104)

!(105)

!(106)

!(107)

Sun Galileu
Paraview Wiki



The HPCG Benchmark1

1from: //software.sandia.gov/hpcg/

HPCG on LoboCarneiro
Distributed Processes: 6048

Global Problem Dimensions: 

nx: 1040 ny: 1040 nz: 1456

Number of Equations: 1,574,809,600

Number of Nonzero Terms: 42,445,920,184

GFLOP/s rating of: 4520.67 ~2.34% peak

HPL: 193.09 Tflop/s

~2.0% peak



Real life computations

Fluid-Structure Interaction: Wave reaching midship 
region, simulation and experiments visualization.

Computed with FLUENT, Cluster Petrobras

SEM solution of full elastic wave equation in 
random heterogeneous media

Octree-based mesh generation: 75B elements 
Joint work COPPE/CentraleSupelec

Turbulent turbidity current simulation
FE-VMS, EdgeCFD, 30M tets, LoboCarneiro

VIV on a rigid riser with strakes, Re=10K,
Computed with EdgeCFD 7M tet4, LoboCarneiro
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Figura 4.15 - Trajetórias de um feixe de partículas para o Modelo 04 (strakes 
segmentados). A escala de cores representa o módulo da velocidade das partículas 

ao longo das trajetórias. 

No entanto, ensaios preliminares mostraram que a simulação usando o EdgeCFD 

pode ser acelerada com passo de tempo adaptativo e malhadores mais eficientes do que 

aqueles baseados no algoritmo frontal. Como notado, os ensaios foram feitos com o 

dobro de número de nós que as simulações realizadas para strakes contínuos, apesar de 

usar somente 1/3 da geometria. A escolha do nível de refinamento da malha e passo de 

tempo se mostrará bastante útil para a simulação dos 12 modelos encontrados no 

inventário. Os resultados mostram que a utilização do EdgeCFD para este tipo de análise 

é bastante eficaz e pode ser utilizada na previsão das forças desenvolvidas em risers. 



Snapshots of the column collapse

Geometry I Geometry II

(a) tn = 0.0 (b) tn = 1.0

(c) tn = 2.0 (d) tn = 3.0
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0.999

initial position free-fall

heap regime shallow layer

(a) tn = 0.0 (b) tn = 0.7

(d) tn = 2.1(c) tn = 1.4

0.15974

1.0
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0.758

0.599
0.164 0.878 0.091

initial position free-fall

heap regime shallow layer

Characteristics of the column collapse after Lacaze and Kerswell 2009

Gesenhues, Rochinha, Camata, Coutinho NACAD - UFRJ March 27, 2019 11 / 20

Real life computations

Finite element simulation of the collapse of a column of dense 
granular material  in Lobo Carneiro libMesh, 54M Hex8

Uncertainty quantification in Seismic Imaging, Lobo Carneiro

Shallow water simulation of turbidity currents

Material science: Finite element simulation of Cahn-Hilliard equation 
in Lobo-Carneiro, FEniCS, 4.3M equations,  6000 time steps, wall 

time 360h



A Simplified CSE Workflow

Burstedde, et al, Extreme–scale AMR, in Proceedings of SC10. ACM/IEEE, 2010



CSE Software



Linda Gesenhues Named Recipient of 2018 ACM-IEEE CS 
George Michael Memorial HPC Fellowships

https://www.acm.org/media-center/2018/august/gm-fellowship-recipients-2018



IN-SITU VISUALIZATION



WHY DO WE NEED IN-SITU VISUALIZATON?

q The old way: post-processing visualization

q Large-scale simulations can produce TB of data

q Moving data between computer centers has became a major bottleneck

Simulation 
Code

Storage

network
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segmentados). A escala de cores representa o módulo da velocidade das partículas 

ao longo das trajetórias. 

No entanto, ensaios preliminares mostraram que a simulação usando o EdgeCFD 

pode ser acelerada com passo de tempo adaptativo e malhadores mais eficientes do que 

aqueles baseados no algoritmo frontal. Como notado, os ensaios foram feitos com o 

dobro de número de nós que as simulações realizadas para strakes contínuos, apesar de 

usar somente 1/3 da geometria. A escolha do nível de refinamento da malha e passo de 

tempo se mostrará bastante útil para a simulação dos 12 modelos encontrados no 

inventário. Os resultados mostram que a utilização do EdgeCFD para este tipo de análise 

é bastante eficaz e pode ser utilizada na previsão das forças desenvolvidas em risers. 

Dump files:
HDF5, VTK, 
XDMF, etc.



WHAT IS IN-SITU VISUALIZATON?

q Basics:

q Data Compression

– Reduce traffic I/O and volume

q Access to more data

Simulation 
Code
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ao longo das trajetórias. 

No entanto, ensaios preliminares mostraram que a simulação usando o EdgeCFD 

pode ser acelerada com passo de tempo adaptativo e malhadores mais eficientes do que 

aqueles baseados no algoritmo frontal. Como notado, os ensaios foram feitos com o 

dobro de número de nós que as simulações realizadas para strakes contínuos, apesar de 

usar somente 1/3 da geometria. A escolha do nível de refinamento da malha e passo de 

tempo se mostrará bastante útil para a simulação dos 12 modelos encontrados no 

inventário. Os resultados mostram que a utilização do EdgeCFD para este tipo de análise 

é bastante eficaz e pode ser utilizada na previsão das forças desenvolvidas em risers. 

Visualizing results of a running simulation
without the need to copy the data to a storage device.

q Enable real-time simulation 
exploration

q Reduce latency to first result

q Avoid large scale post processing



WHAT IS IN-SITU VISUALIZATON?

q Basics:

q Simulation and Visualization code…

– … might have different internal data structures

– ...might scale best with different parallelization strategies

Simulation 
Code
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No entanto, ensaios preliminares mostraram que a simulação usando o EdgeCFD 

pode ser acelerada com passo de tempo adaptativo e malhadores mais eficientes do que 

aqueles baseados no algoritmo frontal. Como notado, os ensaios foram feitos com o 

dobro de número de nós que as simulações realizadas para strakes contínuos, apesar de 

usar somente 1/3 da geometria. A escolha do nível de refinamento da malha e passo de 

tempo se mostrará bastante útil para a simulação dos 12 modelos encontrados no 

inventário. Os resultados mostram que a utilização do EdgeCFD para este tipo de análise 

é bastante eficaz e pode ser utilizada na previsão das forças desenvolvidas em risers. 

Visualizing results of a running simulation
without the need to copy the data to a storage device.

But…

Coupling simulation and visualization codes is a challenge.



HOW TO START WITH IN-SITU VISUALIZATION?

q ParaView Catalyst
– In situ analysis and visualization library that enables using ParaView’s visualization 

capabilities in-situ workflows.

– Allows to execute complex analysis pipelines synchronized with the simulation, and 
connecting with the ParaView GUI for live, interactive visualization.

q Visit Libsim
– Library that makes available the full complement of features from VisIt

– Enables VisIt to connect interactively to running simulations for live exploration

q ADIOS
– adaptive I/O service that is designed to allow applications to easily change between 

different I/O service providers

q SENSEI
– generic data interface that allows access to multiple in situ infrastructures



In-Situ Visualization with ParaView Catalyst

q Typically 3 calls between 
simulation code and adaptor
– Initialize()

• MPI communicator (optional)
• Add analysis scripts

– CoProcess()
• Does the work (potentially)

– Finalize()

q Information provided by solver to 
adaptor
– Time, time step, force output
– Grids and fields

Simulation
code

Catalyst
Adaptor

q Information provided by adaptor
– Pipelines to execute

– Time, time step, force output
– Grid and fields when needed
– MPI communicator

q Information provided by Catalyst
– If co-processing needs to be done

– What grids and fields are needed

q User data can be shared both 
ways



PREDICTIVE 
COMPUTATIONAL SCIENCE

The new paradigm



UQ: quantifying the uncertainties in predicted QoIsFeatures of physical events: the Quantities of Interest (QoI) – the goals
of the simulation
Validation: the process of determining the accuracy with which a model
can predict features of physical reality
Calibration: the process of adjusting the parameters of a model to improve
the agreement of model predictions with experimental measurements
Models: mathematical constructions based on physical principles or
empirical relations-generally based on inductive theories which attempt to
characterize abstractions of physical reality

1J. Tinsley Oden, Ivo Babuska, and Danial Faghihi, Predictive Computational Science: Computer Predictions in the Presence of Uncertainty, 
Encyclopedia of Computational Mechanics, Wiley

Definition: Predictive science is the scientific discipline concerned with 
accessing the predictability of mathematical and computational models 
of physical events in the presence of uncertainties. It embraces the 
process of model selection, calibration, validation, verification, and 
their use in forecasting features of physical events with quantified 
uncertainty.

Predictive Science1



The Imperfects Paths to Knowledge



The OCCAM Plausibility Algorithm1

1Farrell, Oden, Faghihi, A Bayesian framework for adaptive selection, calibration, and validation of coarse-grained models of atomistic systems, JCP, 2015

Simple: smallest number of parameters
Valid: passes Bayesian validation test

Bayes’s theory



OPAL Results: Selection, Calibration, and Validation of 
Models of Tumor Growth

July 11, 2016 9:34 WSPC/INSTRUCTION FILE paper˙v7

Selection, Calibration, and Validation of Models of Tumor Growth 23

the mechanical deformation feedback at the tumor growth rate (�grow

T
), is not in-

valid. As the model PF04 is already not invalid, it is not necessary to run the more
complex model PF05.

Table 5. Results for the OPAL framework using the plausibility for model selection.

Model Occam Category Plausibility DKL (�2
16) DKL (�2

18)

RD01 1 n/a 0.92 0.70

PF01 2 n/a 0.65 0.74

RD02 3 0.22

RD03 3 0.14

MD01 3 0.64 0.93 0.72

RD04 4 0.02

MD02 4 0.06

MD03 4 0.02

PF02 4 0.90 0.68 0.76

MD04 5 0.02

PF03 5 0.34

PF04 5 0.64 0.70 0.66

PF05 6 n/a

(a) 32.73 mm2 (data) (b) 32.45 mm2 (PF04) (c) 37.92 mm2 (data) (d) 41.96 mm2 (PF04)

Fig. 7. Tumor area evolution at slice 12 at t = 16 (a and b) and t = 18 (c and d).

Using the validation posterior for the parameters from model PF04, an example
of the prediction of the model is presented in Fig. 8. As can be seen, the model is
able to predict the area of the tumor with 9.75% di↵erence from the mean value.

For the next experiment, we replace the plausibility as the tool to select the
best model among the ones from the same Occam Category, by the AIC weights
and the BIC weights. These results are presented in Table 6, where the best model
is now PF03 for both methods. The AIC and BIC weights have the same value, for
all the models, as the number of data points is the same (nd = 3) and the number
of parameters is the same for the models within the same Occam Category. Due

• General framework for model selection, calibration, validation in the presence
of uncertainties in the data, model or parameters

• OPAL is an adaptive paradigm for resolving model inadequacy, for designing
validation experiments, and for determining valid models for specified QoIs

E. A. B. F. Lima, J.  T. Oden,D. A. Hormuth, T. E. Yankeelov, R. C. Almeida, Selection, calibration, and 
validation of models of tumor growth, Math Models Methods Appl Sci. 2016 Nov; 26(12): 2341–2368.



Uncertain Rheology of Non–Dilute Currents

Souleymane Zio, Henrique F. da Costa, Gabriel M. Guerra, Paulo L. B. Paraizo, Jose J. Camata, Renato N. 
Elias, Alvaro L. G. A. Coutinho, Fernando A. Rochinha, Bayesian Assessment of a Computational Model for 
Turbidity Currents: Beyond Parametric Uncertainties, CMAME, 342, 653-673, 2018

uS, that drives the deposition mechanism. Therefore, the interdependence234

between flow and transport crucially depends upon the phenomenological235

relation mentioned above. The particular focus here relies on the rheology236

of the mixture intended to describe the e↵ect of higher concentrations on237

the viscosity. The modeling of this modified rheological behavior introduces238

a closure equation to the mathematical problem. In spite of the variety of239

possibilities found in the literature [22, 23], some of them presented in Ta-240

ble 1, the viscosity model of Krieger and Dougherty [7], presented below in241

its functional form, seems to be the more accepted and serves as a departure242

point for our modeling,243

⌫m(c) = ⌫f

✓
1� c

cm

◆��cm

(18)

where cm is a geometrical parameter which can be inferred from sediment244

shape, called the maximum volumetric concentration or the maximum pack-245

ing fraction, and � dictates the exponential form of the relation. This partic-246

ular rheological model has also been used in [24] to help in the understanding247

of turbulence modulation in nondilute sediment transport.248

Table 1: Di↵erent viscosity closure equations as functions of concentration extracted of

[22], where ⌫m stands for the dynamic viscosity of mixture, ⌫f for the dynamic viscosity

of water and cm for the maximum packing fraction.

Author Equation

Einstein (1906) [25] ⌫m = ⌫f (1 + 2.5c)

Mooney (1951) [26] ⌫m = ⌫f
h
exp

⇣
2.5c

1� c
cm

⌘i

Krieger and Dougherty (1959) [7] ⌫m = ⌫f
h
1� c

cm

i�2.5cm
; cm = 0.74

Batchelor (1977) [27] ⌫m = ⌫f
⇥
1 + 2.5c+ 6.2c2

⇤

Brady (1993) [28] ⌫m = 1.3⌫f
h
1� c

cm

i�2.0

Toda and Hisamoto (2006) [29] ⌫m = ⌫f
h
1�0.5c
(1�c)3

i

Toda and Hisamoto with k (2006) [29] ⌫m = ⌫f
h

1+0.5kc�c2

(1�kc)2(1�c)

i
; k = 1 + 0.6c

Each phenomenological model in Table 1 reproduces reasonably well the249

rheological response of the mixture for some concentration ranges and flow250

12

et al. [33] and Sargsyan et al. [13] discuss some limitations of such approach288

in the context of a physical based model like the one proposed here. Amongst289

them, the di�culty of naturally imposing physical constraints represents a290

significant drawback.291

We decided to embed the discrepancy model, often referred as model error292

or model inadequacy, in the viscosity closure equation by considering � in (18)293

a parameter designed to enforce the physics of the flow observed for sediment-294

water mixtures in standard rheological experiments [23] as a random variable.295

Figure 1 unveils that the rheological models in the literature, built upon tests296

and physical reasoning, display common trends of growth, but also bear297

substantial di↵erences regarding the viscosity values predicted for medium298

and high concentrations.

Figure 1: Diversity in phenomelogical models for the dependence of viscosity on the con-

centration. In black dashed line the true rheology law used in this work.

299

Indeed, the grey area in the figure indicates dispersion among the models,300

what can be captured assuming that � is a random variable encapsulating the301

model discrepancy. It is important to emphasize that in this proposition, as302

discussed in [13], the model error is embedded in this single parameter. That303

choice reflects the diversity found in the literature and the need for having304

a tractable computational model. Next section explores the key features of305

the above uncertain discrepancy and its role on prediction capabilities, but306

before we propose a route for calibrating the resulting model.307
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Numerical Results: Forward UQ analysis and
Calibration

Computational Setup: closed channel with sustained current
Channel dimensions, xc = 6, yc = 0.4, zc = 0.5, inlet windows yw = 0.4 zw = 0.04.
Computational setup inspired on a experimental one (calibration and validation)
Initial relative concentration = 0.11 (normalization constant)
Reynolds number Re = 1.5x104, used to allow the formation of turbulent structures.
Transient flow features.
No-slip and no-penetration in all walls with inflow velocity = 0.5

Mesh, 1.064.311 linear tetrahedra, 212.471 nodes, time step 10≠2, simulation time: 24 time
units.

Figure 3: Top view of mean and standard deviation of the spatial distribution of deposited

sediments.

impact of the model discrepancy in the output of the simulations. Moreover,464

in the same figure we present, for three di↵erent streamwise positions, the465

spanwise deposition distribution along with a confidence interval around the466

expected value: µD ± 2�D.

Figure 4: Top: 3D view of deposition colored by normalized uncertainty. Bottom: spanwise

deposition

467

We also investigate the propagation of uncertainties for di↵erent output468

fields. Figure 5 depicts top views of the concentration of sediments on the469

bottom at t = 24. In the upper part of the figure, we plot the spatial dis-470

21

Forward UQ

SGSC plus parallel SWMS engine with 257 samples



Uncertain Rheology of Non–Dilute Currents: Bayesian 
Calibration, Validation and Predictionsecond, for validation, corresponds to the remaining points.

Figure 7: Zoom of monitoring spatial positions on the bottom: red points used in calibra-

tion and green points used in validation.

515

As mentioned in the previous section, the posterior distribution in equa-516

tion (21) is analytically untractable, what requires the use of a Markov Chain517

Monte Carlo (MCMC) as shown in Algorithm 1. The approximate likelihood,518

equation (23), demands the computation of mean and variance which is car-519

ried out through Monte-Carlo integration over ⇠. The MCMC ran for 104520

samples with 50% burn-in, and for each step of the chain, we employed 104521

samples of ⇠ for the Monte-Carlo integration.522

We model �, a key aspect of our approach, as a uniform random variable,523

for a fixed value of ↵. Therefore, ↵ is reduced to a two dimensional vector524

with components: ↵1 = µ� and ↵2 = ��, respectively the mean value and the525

standard deviation of �. The priors for the hyperparameters are designed526

to respect the physical observations presented in Figure 1, and summarized527

for that purpose in the determination of the support for � in the interval528

[1.4, 3.8], covering the grey area in the figure. Both priors were choosen as529

uniform variables, being µ� ⇠ U(2.0, 3.2) and �� ⇠ U(0.1, 0.6).530

We start the analysis with a probabilistic characterization of the model531

discrepancy. Figure 8, on the left, present a scatter plot of the hyperparam-532

eters, displaying no correlation between them. In the same figure, on the533

right, portrays the full probability distribution of � obtained by samplings534

from the estimated posterior distribution of p(↵|D). This posterior distri-535

bution is clearly not uniform and multimodal, what means that the data536

has played an important role in the calibration. It is important to remark537

that it is possible to estimate the probability distribution of � by using the538

maximum a posterior (MAP) values of ↵MAP = argmax↵p(↵|D), which is539

24

MCMC ran for 104521 samples with 50% burn-in, and for each 
step of the chain, 104522 samples for the Monte-Carlo integration.close to the predicted simulations, and almost always fall into the confidence568

interval, representing a good performance of the model after calibration.569

Figure 10: Predictive mean and confidence interval of deposition along the centerline in x
direction compared to observation (red dashed line).

The final goal of constructing a representation for the model discrep-570

ancy, embedding it in the model and estimating from data the corresponding571

parameters is to enhance the predictive capacity along with estimating the572

corresponding uncertainties, not restricted to the scenarios in which calibra-573

tion is performed. Therefore, we carry out additional tests, extrapolating574

from the calibration conditions, as a first assessment of the calibrated model575

domain of applicability. We now use a di↵erent scenario that replicates the576

previous one in all aspects but the injection rate. We intend by increasing577

it to Qinj = 0.75, that the level of turbulence augments, what might lead578

to sediment concentration zones in which the di↵erence between the viscos-579

ity law of the model and the true one is more accentuated, representing a580

challenge to the calibrated model. Moreover, we also expect to have a more581

complex flow to be predicted. Figure 12 shows that the extrapolation model582

fails to predict the first deposition value obtained near the injection window583

points P1�P3, assigning no probability to the true values. This failure might584

be attributed to the fact that the injection dominates the flow in that region.585

Therefore, there is no important role to be played by viscous e↵ects. Aside586

these points placed near the entrance, the model provides good results. The587

pseudo-experimental observed sediment deposition on P4�P18 falls within the588

probability distribution obtained with the calibrated model in this di↵erent589

scenario. It is important to remark that a significant probability distribution590

27

less expensive for predictions than the full probability distribution.540

By comparing the output simulations (stochastic variables) computed541

with equation (24) to the pseudo-measurements, we may verify the predictive542

ability of the calibrated model. We start looking at the deposition at the same543

points we carried out the validation. Table 2 shows the normalized root-544

mean-square-deviation (RMSD) of the ensemble formed by the predictions545

and the true value of the deposition, which provides a measure of the e�cacy546

the Bayesian inference. Note in Table 2 the small values of the RMSDs,547

suggesting that calibration is e↵ective in the measured points.

Figure 8: Probability characterization of the model discrepancy: left - scatter plot of the

hyperparameters; right - full posterior distribution of �

548

Table 2: The root-mean-square deviation involving the deposition on the calibration points

Calibrations Points P4 P5 P6 P10 P11 P12

RMSD 0.012 0.076 0.076 0.025 0.080 0.021

We extend the validation analysis, including di↵erent outputs in di↵erent549

spatial positions. Figure 9 displays the predictive probability for the data550

set not used in the calibration. To accelerate the computation involving551

the multivariate PDFs of the QoIs, we use ↵MAP . Those graphs show that552

the observed data fall within the predicted probability distribution, with low553

probability only for the sediments deposition in P7 and P8. Moreover, we also554

take into consideration in this assessment others state variables, as we are, in555

fact, dealing with a model-to-model validation, so we can employ any output556

from the simulation. Figure 10 presents the spatial distribution, following557
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Figure 12: The predicted deposition probability distribution obtained with inlet mixture

velocity Qinj = 0.75 compared to the observation (black vertical dashed lines) at P1 to

P18.
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Probability characterization of the 
model discrepancy: scatter plot of the 
hyperparameters

Predicted deposition 
probability distribution 
obtained with inlet mixture 
velocity Qinj = 0.75 
compared to the 
observation (black vertical 
dashed lines)



CHALLENGES IN DATA 
ANALYSIS 





Data Science ≠ Machine Learning

Jens Dittrich “Data Science ≠ Machine Learning: Some Thoughts on the Role of Data 
Management in the new AI-Tsunami” -- Keynote DEEM@SIGMOD 2018, June 2018 



Software Stack for HPC and Big Data1

1H. Anzt, J. Dongarra, M. Gates, J. Kurzak, P. Luszczek, S. Tomov and I. Yamazakio, Bringing High Performance 
Computing to Big Data Algorithms, A.Y. Zomaya and S. Sakr (eds.), Handbook of Big Data Technologies, 2017

Bringing High Performance Computing to Big Data Algorithms 779

Fig. 1 The mainstream big data stack (left) versus the mainstream HPC stack (right)

Atop this hardware, the Apache Hadoop system implements a MapReduce model
for data analytics. Hadoop includes a distributed file system (HDFS) for managing
large numbers of large files, distributed (with block replication) across the local stor-
age of the cluster. HDFS and HBase, an open source implementation of Google’s
BigTable key-value store, are the big data analogs of Lustre for computational sci-
ence, albeit optimized for different hardware and access patterns.

Atop the Hadoop storage system, tools (such as Pig) provide a high-level pro-
gramming model for the two-phase MapReduce model. Coupled with streaming
data (Storm and Flume), graph (Giraph), and relational data (Sqoop) support, the
Hadoop ecosystem is designed for data analysis. Moreover, tools (such as Mahout)
enable classification, recommendation, and prediction via supervised and unsuper-
vised learning. Unlike scientific computing, application development for data ana-
lytics often relies on Java and Web services tools (such as Ruby on Rails). Figure 1
(left) shows the mainstream Big Data system stack.

1.2 Application Areas

This chapter discusses HPC implementations of two mainstream Big Data algo-
rithms. While the first one, Alternating Least Squares (ALS), has primarily commer-
cial applications, the second one, Singular Value Decomposition (SVD), is uniformly
applicable to a wide range of problems in science, engineering, and commerce.



Why Data Management differs 

Business data
q easy to understand

q text format

q all manipulation in SQL

q most of data stored is traversed 

for queries

Scientific data 
q complex math / domain

q binary shared formats

q specific programs access 

q only a small fraction of data is 

queried
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How to relate data ?
Manually? Annotation?

q Who produced this image?

q What were the programs used?

q Which were the input data?

q Which were the data transformations?

q Where are the data?

q Do we need a new model for each analysis?



Tracking Data Transformations

q data transformations – ad-hoc

q files generated independently

q parallel processing unaware of data-
flow 

q analysts need to manually manage 
the larger life cycle of big data flow 
analysis

BLOG@CACM
Data Science Workflow: Overview and Challenges, by Philip Guo

Log files

performance data

dataflow_tag = "fenics-df"

# Create mesh and define function spaces
mesh = UnitSquareMesh(96, 96)
# Define function space
V = FunctionSpace(mesh, "Lagrange", 1)
ME = V*V

# parts of code were omitted
# (...) 
# Create nonlinear problem and Newton solver
problem = CahnHilliardEquation(a, L)

# Define Newton Solver
solver = NewtonSolver()
solver.parameters["linear_solver"] = "lu"
solver.parameters["convergence_criterion"] = "incremental"
solver.parameters["relative_tolerance"] = 1e-6

# Output file
file = File("output.pvd", "compressed")
# Step in time
t = 0.0
T = 50*dt
prev = t3;
while (t < T):

t += dt
# Solver execution

u0.vector()[:] = u.vector()
solver.solve(problem, u.vector())

# Visualization
file << (u.split()[0], t)    

parameters

HDF5 files

SEG-Y files



Tracking Data Transformations

BLOG@CACM
Data Science Workflow: Overview and Challenges, by Philip Guo

Log files

performance data

dataflow_tag = "fenics-df"

# Create mesh and define function spaces
mesh = UnitSquareMesh(96, 96)
# Define function space
V = FunctionSpace(mesh, "Lagrange", 1)
ME = V*V

# parts of code were omitted
# (...) 
# Create nonlinear problem and Newton solver
problem = CahnHilliardEquation(a, L)

# Define Newton Solver
solver = NewtonSolver()
solver.parameters["linear_solver"] = "lu"
solver.parameters["convergence_criterion"] = "incremental"
solver.parameters["relative_tolerance"] = 1e-6

# Output file
file = File("output.pvd", "compressed")
# Step in time
t = 0.0
T = 50*dt
prev = t3;
while (t < T):

t += dt
# Solver execution

u0.vector()[:] = u.vector()
solver.solve(problem, u.vector())

# Visualization
file << (u.split()[0], t)    

parameters

HDF5 files

SEG-Y files

q Steering is done manually
– Fine tuning configurations? 

– Debugging? 

q Monitoring file directories
– Parsing files of intermediate data results

– Trace back dataflow;

– Data extraction through programming

– Programming basic stats functions

– Queries

à manually programmed, does not scale... 



Analyzing Scientific Data Challenges

q Preserving autonomy of  scientific data

– Impossible to download all binary data to a DBMS

– Most data will not be queried, e.g. meshes

– Domain specific libraries (will not access a DBMS like SciDB)

q Data analysis at runtime to adapt the execution (HIL)

– Data needs to be extracted for analysis during the execution

• standard formats like HDF5, netCDF, …

– Complementing visualizations at runtime

q Representing data relationships
– Files derivation paths

– Relating elements from data inside files



Putting the human in the loop

JULY 2014 | VOL. 57 | NO. 7 | COMMUNICATIONS OF THE ACM 

Big Data and 
Its Technical 
Challenges

DOI:10. 1145/2611567

Exploring the inherent technical challenges  
in realizing the potential of Big Data.

BY H.V. JAGADISH, JOHANNES GEHRKE,  
ALEXANDROS LABRINIDIS, YANNIS PAPAKONSTANTINOU, 
JIGNESH M. PATEL, RAGHU RAMAKRISHNAN,  
AND CYRUS SHAHABI

“In spite of the tremendous 
advances made in computational 
analysis, there remain many 
patterns that humans can easily 
detect but computer algorithms 
have a difficult time finding.” 



What AI has to say about HIL?
On autonomous cars (autonomous AI): 

"But sometimes good verification and validation aren’t enough to 
avoid accidents, because we also need good control: ability for a 
human operator to monitor the system and change its behavior if 
necessary. For such human-in-the-loop systems to work well, it’s 
crucial that the human-machine communication be effective. In this 
spirit, a red light on your dashboard will conveniently alert you if 
you accidentally leave the trunk of your car open."

On general human AI interaction:

"As AI gets smarter, this will involve not merely building good user 
interfaces for information sharing, but also figuring out how to 
optimally allocate tasks within human-computer teams—for 
example, identifying situations where control should be transferred, 
and for applying human judgment efficiently to the highest-value 
decisions rather than distracting human controllers with a flood of 
unimportant information."

More on: https://futureoflife.org/



Monitoring
Define what data to monitor
Provide data monitoring
Give context (provenance) to data
Show data at run time

Run Time Analysis
Interact with data monitoring
Define queries and visualization at real time

Fine-tuning
Prepare execution to change
Change the configuration at run time 
Keep data consistency

DfANALYZER

DfADAPTER

Human In-the-Loop Challenges



Analyzing Scientific Data with Big Data Techniques

q Preserving autonomy of  scientific data

q Extracting relevant data for analysis
– Extracting data in-situ is efficient 

– Relationships can be captured and registered at runtime

– Can be loaded asynchronously in a DBMS (small data)

– Add provenance data, metadata and performance data 

– Complements viz

q Using standards to represent data relationships
– W3C PROV (provenance for data derivation)



UQ with User Steering & Adaptation

1.#Generate#Geometric#Mesh#
call$MeshGen(input.dat)0

2.#Assign#Ini5al#Condi5ons#
call0MeshInit(mesh.msh,0cp.in)0

Mesh File 
(mesh.msh) 

Mesh Data 
(MD) set 

Geometry Parameters 
(input.dat) 

Initial Interpolation 
Level Specification 

(cp.in) 

3.#Do#Mesh#Par55oning#
for$each$mesh0call$
MeshPre(mesh)0

4.#Run#CFD#Solver#
for$each$mesh0call$

Solver(mesh)0

Partitioned Mesh 
Data (PD) 

5.Data#Merger#
for$each$output0call$
Merge(output)0

Output Data 
(OD) set 

6.#Extract#Energy#
for$each$result0call$

Stat(result)0

Merged Data 
(GD) set 

7.#Average#Energy#for#
Current#Level#
call$Average(ID)0

Data of interest 
(ID) set 

8.#Evaluates#Norm#
Difference#

$$call$NormDiff(avg,0avgOld)0

9.#Increase#Interp.#Level#
call$InterConf(currentLevel)0

 Additional Points 

Average Vector 
avg 

ε is false 

Results 

cp.in 

ε is true 

UQ#Data#
Setup0

Numerical#
Solver0

Extract#
Result0

Evaluate 
Condition 

Output Input 

true 

false 

? 
Change

NormDiff
0.001 to 0.01 

Provenance

“Online”

-Compute the velocity at 
controlling points 
- Estimate if the variance at 
those points are greater 
than some tolerance 
previously set
- Avoids aborting to adapt

J. Dias et al, Data-Centric Iteration in Dynamic Workflows, FGCS, 2015. Guerra et al, Uncertainty quantification in
numerical simulation of particle-laden flows, Computational Geosciences, 2016.



PREDICTIVE DATA SCIENCE



What is Predictive Data Science?

From: K. Wilcox, Predictive Data Science, www.kiwi.oden.utexas.edu



Challenges

q High-consequence applications are characterized by 
complex multiscale multiphysics dynamics

q High (and even infinite) dimensional parameters data are 
relatively sparse and expensive to acquire

q Uncertainty quantification in model inference and 
certified predictions in regimes beyond training data



Ingredients

q A physics-based model: conservation laws, that is, 
conservation of mass, momentum, energy , species, etc.

q A projection to define a low-dimensional model

q Variable transformations that expose structures in the 
model

q Non-intrusive learning of the reduced model

See Wilcox at https://youtu.be/fnT__yycb34



The Fundamental Idea: Reduced Order Model

The use of SVD for image
processing is an example
commonly explored in basic
courses of reduced order
modeling. Considering an image
stored in the RGB format, each
pixel has values of Red, Green
and Blue scales, which are
going to be the data to be
reduced.



Projection-based Reduced Order Modeling

1. Solve PDE to generate training data: snapshots
2. Get the structure: generate a low dimensional basis from 

snapshots
3. Training: project PDE into low-dimensional space

Adapted from Wilcox, 2019.



ROM for a CFD Problem: The backward facing step
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3.4. ROM for a 2-D Backward Facing Step Flow 
 

The encouraging results obtained with one-dimensional linear and non-linear equations have formed a 

solid basis regarding the implementation details of a Galerkin ROM, which now will be applied to the full 

two-dimensional Navier-Stokes equations, as presented in section 3.1 and repeated here, for the sake of 

completeness. 

 

 

 

0��  U  

 

The application will be developed based on the same case study from the reference paper utilized for the 

Galerkin projection [21]. This case study consists on a Backward Facing Step at low Reynolds numbers, a 

flow category which is extensively explored in the literature, either by experimental [47] or numerical 

[48] methods. 

 

The fluid domain is illustrated in Figure 3.10. The step height is half of the channel total height (L) and 

the other channel dimensions are also based on this reference length, as indicated in the same figure.  

Figure 3.10 – Backward facing step domain. 

 

The flow is considered initially at rest and suddenly the fluid is injected with a laminar fully developed 

velocity profile at the inlet boundary, given by 

 

� � � �� �, 2 24 2U x L L y L y L L y � � �  � �  

� �, 2 0V x L L y L � � �   

 

The channel walls are represented with the classical solid wall condition, with zero normal and tangential 

velocities (U = 0 and V = 0). At the channel downstream end, the outlet condition was established with 

UUUU 21
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Figure 3.11 –CFX simulations for different Reynolds numbers. 

 

 

 
Figure 3.12 – Results from the present CFD model in comparison with results from the literature. 

Recirculation length versus Reynolds number. 
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Figure 3.11 –CFX simulations for different Reynolds numbers. 
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ROM for a CFD Problem: The backward facing step
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Using the FOM solutions to generate the snapshots, during the interval [0, 10], one hundred snapshots 

were recorded at constant time intervals. The snapshots matrix S was formed with aid of the ANSYS 

CFDPost post-processing software, exporting all relevant data for the selected time steps. The correlation 

matrix was then formed inside a Matlab routine reading the CFD exported data. The same routine extracts 

the eigenvalues and eigenvectors of STS, which enables the POD basis construction. Figure 3.13 presents 

the eigenvalues in increasing order and the respective RIC. The first 10 modes represent already 99.97% 

of the flow energy and they are presented in Figure 3.13 for Re = 100.  

 

 

Figure 3.14 – POD modes eigenvalues and RIC for Re = 100. 

 

The ROM is once more formed by the Galerkin projection of the governing equations using the first 10 

POD modes as basis functions. The detailed expansion of each term from the Galerkin projection is 

presented in Appendix A. The non-linear ODE for the temporal coefficients iD  is then solved through an 

implicit backward Euler scheme, using the same time step as the FOM ( 0.005t'  ). With the 

determined temporal coefficients, the solution may be reconstructed, remembering that: 
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Figure 3.15 – First 10 POD modes presented as velocity magnitude for Re = 100. 
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The ROM with snapshots and execution for the same Reynolds numbers has small errors, as expected. 

Considering the objective to evaluate the predictive capacity of the ROM, the reduced system was then 

generated and executed with different Reynolds numbers. Table 3.3 summarizes the RMS error of the 

velocity components over the entire domain with different combinations of Reynolds numbers for the 

snapshots and the Reynolds number for the ROM. From those data it is possible to confirm that when the 

ROM is run for a parameter within the snapshot range of parameters, the errors are smaller. This is 

observed for the ROM with Re = 100 with snapshots generated with Re = 50 and 200. The velocity 

profiles in several channel stations in the last time step, compared against FOM are presented in Figure 

3.19. Another important conclusion from this data is that the ROM execution is between 300 and 600 

times faster than the FOM. 

 

 

Table 3.3 – Summary of the errors obtained with ROMs. RMS errors of velocity components and 

execution time. 

Reynolds ROM Reynolds Snapshots U RMS Error V RMS Error FOM/ROM 
Execution Time

50 0.0040 0.0011 303

100 0.0320 0.0114 293

200 0.0623 0.0226 297

50 0.0348 0.0123 488

100 0.0048 0.0023 468

200 0.0375 0.0155 475

50,200 0.0176 0.0070 594

50 0.0837 0.0291 446

100 0.0535 0.0172 435

200 0.0251 0.0217 432
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PROVENANCE IN DATA 
ANALYTICS



Why Use Provenance ?

Motivation in general
q Determines trust on results

q Ensures reliability, quality of data

q Repeatability/verifiability

q Avoids effort duplication

Mother’s!Home!Cooking!vs!Street!Food!

•  Devices!provide!informaQon:!
–  from!an!ever!more!diverse!

range!of!!sources,!via!ever!
more!sensor!types!

–  that!measures!ever!more!of!!
everything!

–  that!can!be!mashedLup!in!!
unforeseen!ways!

JP!Rangaswami,!CDO!@!Deutsche!Bank!



Why Use W3C PROV ?

Definition
“Provenance is information about entities, activities, and people 
involved in producing a piece of data or thing, which can be used to 
form assessments about its quality, reliability or trustworthiness.” 
(W3C PROV)  

Domain independent

Relates data

Registers data relationships



PROVENANCE IN DATA 
ANALYTICS
FE SOLVER WITH FENICS

DFAnalyzer:

https://gitlab.com/ssvitor/dataflow_analyzer/#prototype-of-
multiphysics-application



# Output file
file = File("output.pvd", "compressed")
# Step in time
t = 0.0; T = 50*dt; i =0
prev = t3
while (t < T):

t += dt; i += 1
# Solver execution

u0.vector()[:] = u.vector()
iter_count, converged_flag = solver.solve(problem, 

u.vector())
# Visualization

file << (u.split()[0], t)

dataflow_tag = "fenics-df"
# Create mesh
mesh = UnitSquareMesh(96, 96)
# Define function spaces
V = FiniteElement("Lagrange", mesh.ufl_cell(), 1)
ME = FunctionSpace(mesh, V*V)
# parts of code were omitted
# (...)
# Define Newton solver
solver = NewtonSolver()
solver.parameters["linear_solver"]         = "gmres"
solver.parameters["convergence_criterion"] = 
"incremental"
solver.parameters["relative_tolerance"]    = 1e-6

Solving a 4h-order PDE governing phase separation: the Cahn-Hilliard equation

(a) t = 0.0001s (b) t = 0.0005s

(c) t = 0.0010s (d) t = 0.0050s

(e) t = 0.0075s (f) t = 0.0100s

Figure 3.5: Spinodal decomposition using fixed time step and fixed mesh at different
times.
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# Output file
file = File("output.pvd", "compressed")
# Step in time
t = 0.0; T = 50*dt; i =0
prev = t3
while (t < T):

t += dt; i += 1
current = Task(int(t3._id)+i ,dataflow_tag,"TimeStep", 

dependency=prev)
current.add_dataset(DataSet("iTimeStep", 

[Element([t,dt])]))
# Solver execution
u0.vector()[:] = u.vector()
iter_count, converged_flag = solver.solve(problem, 

u.vector())
current.add_dataset(DataSet("oTimeStep", [Element

([converged_flag,iter_count,solver.residual()])]))
current.end()
twrite = Task(int(current._id)+1, dataflow_tag, 

"Visualization"+iter_count, 
dependency=current)

twrite.add_dataset(DataSet("iVisualization", 
[Element(["output.pvd"])]))

# Visualization
file << (u.split()[0], t)
# Raw data extraction
extracted_data = 

Extractor(ExtractorCartridge.PROGRAM, "output.pvd")
twrite.add_dataset(DataSet("oVisualization", 

[Element(extracted_data[i-1])]))
twrite.end()

dataflow_tag = "fenics-df"
t1 = Task(1, dataflow_tag, "MeshCreation")
t1.add_dataset(DataSet("iMeshCreation", [Element([96 , 96])]))
# Create mesh
mesh = UnitSquareMesh(96, 96)
t1.add_dataset(DataSet("oMeshCreation", 
[Element([mesh.num_vertices(), mesh.num_cells()])]))
t1.end()
t2 = Task(2, dataflow_tag, "FunctionSpace", dependency=t1)
t2.add_dataset(DataSet("iFunctionSpace",   

[Element(["Lagrange", 1])]))
# Define function spaces
V = FiniteElement("Lagrange", mesh.ufl_cell(), 1)
ME = FunctionSpace(mesh, V*V)
t2.add_dataset(DataSet("oFunctionSpace", 

[Element(ME.dim())]))
t2.end()
# parts of code were omitted
# (...)
t3 = Task(3, dataflow_tag, "NewtonSolver", dependency=t2)
t3.add_dataset(DataSet("iNewtonSolver", [Element(["lu", 

"incremental", 1e-6])]))
# Define Newton solver
solver = NewtonSolver()
solver.parameters["linear_solver"]         = "gmres"
solver.parameters["convergence_criterion"] = "incremental"
solver.parameters["relative_tolerance"]    = 1e-6
t3.add_dataset(DataSet("oNewtonSolver", [Element(["gmres", 

"incremental", 1e-6])]))
t3.end()
...

https://gitlab.com/ssvitor/dataflow_analyzer/#prototype-of-multiphysics-application



Finite element solution of Cahn-Hilliard equation with FEniCS –
user steering
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different files in its database. Users observed intermediate data at different points in time, complemented by 181 
visualization files to see if the simulation had already all relevant results and could resume or needed more time. If 182 
the decision is to continue, they need to reset the maximum time interval, which is also registered in the database. 183 
Examples of queries submitted during this execution are: which are the sediment deposits in a region delimited by 184 
x in range [9, 13.5]; what is the elapsed time spent in the different stages of the iterations; show for each time step 185 
and for each of its nonlinear/linear iterations, the residual norm and its convergence status (Table 1). Based on these 186 
monitoring and debugging analyses, the user was able to reset some solver parameters without interrupting the 187 
simulation run, which reduced the elapsed time in days. Without DfAnalyzer, they would need to find and parse the 188 
related files to extract, relate and analyze raw data. When using DfAnalyzer with several CSE applications using 189 
libraries like FEnICS, libMesh, Spark, the added overhead has been always below 3%.  190 

Table 1. Query results for numerical analysis with libMesh to detect possible misbehavior of nonlinear and linear solvers. 191 

time 
step 

Flow Transport 
Visualization 

Linear residual Nonlinear residual Linear residual 
Nonlinear 
residual 

1000 0.0168372 0.0053668 0.000226965 0.0000000 /viz/img_1000.png 
2000 0.0643741 1.75431e-06 0.000109237 0.00186711 /viz/img_2000.png 
3000 0.1270304 0.0027324 0.000230409 3.265e-06 /viz/img_3000.png 

... 

 192 
4. Impact 193 

The Interoperable Design of Extreme-scale Application Software (IDEAS) [20] is a family of projects, involving several 194 
institutions in the US, concerned with the complexity of developing software for CSE applications. IDEAS aims at 195 
“enabling a fundamentally different attitude to creating and supporting CSE applications” with desirable features 196 
like provenance and reproducibility [4]. DfAnalyzer considers CSE applications as activities and dataflows 197 
represented as provenance data in the W3C standard. This generic standard data model helps the user in identifying 198 
data and activities of the CSE dataflow regardless of the application domain.  199 

The DfAnalyzer approach defines a specific software layer for data analysis, in the same way visualization libraries 200 
provide specific components for visualization. Encapsulating all data analysis support in one specific 201 
library/component, as DfA-lib, makes the application autonomous and data extraction for analyses can always be 202 
switched off. The overhead on raw data capture depends on how much data is to be extracted but an in situ approach 203 
avoids data movements and using indexes reduces this overhead. DfAnalyzer contributes to improve developing 204 
software for CSE applications because the developer does not have to write code for logging and for each data 205 
analysis. The same data model can be reused, and the databases associated to all the executions can be further 206 
analyzed using AI tools to improve CSE parameter settings and finding correlations among distributed data. The DfA-207 
lib can complement data systems in other layers like IO libraries, burst buffers and visualization tools.  208 
 209 
5. Conclusions 210 

Encapsulating all data analytics support in one specific library/component makes the application autonomous and 211 
data analyses can always be switched off. There are several advantages of this data analysis approach. First, 212 
simulation data is preserved in their format and not fully replicated in the DBMS. Second, data is related among 213 
different files while it is being generated, which might be cumbersome after the simulation ends, as in post-214 
processing approaches. Third, the history of data generation is registered for further analysis or reproduction 215 
through provenance, following W3C PROV. Fourth, efficient data management techniques from column-oriented 216 

Query results for numerical analysis with FEniCS to detect possible 
misbehavior of nonlinear and linear solvers 



Data Extraction and relationships in general



Tools for Simulation Data Analysis: 
Metadata Relates Multiple Files

V. Silva, J. Leite, J. Camata, D. Oliveira, A. Coutinho. P. Valduriez, M. Mattoso “Raw Data Queries during Data-
intensive Parallel Workflow Execution”, FGCS, 2017



PROVENANCE IN DATA 
ANALYTICS
RISERS FATIGUE ANALYSIS



Risers’ Fatigue Analysis : Data Exploration

Estimate risers 
lifetime

Input Data to simulate
Environment conditions:
Waves, wind, currents,
bathymetry, etc.

Generates large 
amount of data …

(finite element meshes)

2. ... to do  Structural 
Analysis of Risers (ANFLEX) 

3. Results are 
analyzed

POSFAL to 
evaluate critical 

regions

1. Coupled movement Analysis 
(TPN or Prosim)

Different
Methodology

Iterative 
Methods

Stop criteria,
tolerance

Parameter Sweep

Solver 
options



PROVENANCE IN DATA 
ANALYTICS
LIBMESH LIBRARY

DFAnalyzer:

https://gitlab.com/ssvitor/dataflow_analyzer



Turbidity currents
Motivation: Simulation of sediment deposition

Figure: Left: Reconstruction of the 1929 Giant turbidity current deposits; Top
insect: sediment deposit detail1; Right: Sediment deposits from a turbidity
current simulation at di�erent Re (COPPE, 2017)

1C.J. Stevenson, et al, Nature Communications (9): 2616 (2018).



libMesh: A Framework for Finite Element Analysis

http://libmesh.github.io/index.html



Exploring sedimentation solver 
data with provenance data

69

Turbidity Current Simulation with libMesh

Figure: libMesh with In–Situ Visualization and In-Transit Data Analysis

1J. J. Camata, et al, In situ visualization and data analysis for turbidity currents
simulation, Comput. Geosci., 110:23–31, 2018



● Experiments were carried out on Lobo Carneiro machine at NACAD/COPPE/UFRJ1

○ SGI ICE-X 252 computer nodes
○ Each node with two Intel Xeon E5-2670v3 (Haswell)
○ 64GB of memory per node 
○ Network: Infiniband FDR - 56Gb/s (Hypercube)

● libMesh-Sedimentation solver:
○ Intel Compilers (version 16.0) with -03 optimization flag
○ MPI Intel 
○ Linked with Paraview Catalyst (v. 5.3) / Offscreen Rendering (Mesa 13.0  version)
○ Linked with Dataflow Analyzer (DfAnalyzer)

● Run configuration:
○ Standard nodes for libMesh and Paraview Catalyst
○ A dedicated node for simulation data management

■ Includes database component from DfAnalyzer

1http://www.nacad.ufrj.br/en/recursos/sgiicex

Computational Setup 



Test Case: de Rooij and Dalziel Sedimentation Tank

● Simulation Setup
○ Domain size: 20.0 x 2.0 x 2.0

○ Initial uniform grid in all directions, grid space 0.075
○ One initial uniform refinement, solution with max refine 

level=3
■ 1.5M HEX8 elements

○ Kelley’s error estimator for u and c
○ The lock, in which the fluid initially is at rest, has 

dimensions 0.75 x 2.0 x 2.0
○ Reynolds number Re=5000

○ Run with 480 cores at Lobo Carneiro
● Simulation Management

○ Raw data files are written each 50 time steps
○ In-situ data extraction are called each 50 time steps

○ In-situ visualization generates pngs files each 50 
timesteps

○ Catalyst data extraction: plot over line filter
○ Catalyst viz: slice filter 

In-Situ Catalyst data extraction
plot over line filter



Sedimentation Tank: 

Computation Cost - CPU Time

TABLE 1: Elapsed time for different stages on libMesh-Sedimentation -

Sedimentation Tank

Time Contribution CPU Time (in s) cost/call %cost

Flow Solver 23533.21 1.26 37.85%

AMR/C 13122.20 93.73 21.11%

Sediment Solver 4941.66 0.27 7.95%

InSitu Catalyst Viz+Extraction 2065.08 22.45 3.32%

XDMF/HDF5 Raw Data 1329.21 14.45 2.14%

Provenance (DfAnalyzer) 83.38 0.01 0.13%

Others (libMesh) 17096.26 27.5%

Total 62171.00

● Remarks:

○ Provenance adds low overhead to overall simulation costs.
○ In-Situ Viz + extraction cost in relation to Raw data Writer could be offset by disk 

bandwidth constraints as well as limited disk capacity.
○ CPU time spent in In-Situ Catalyst depends how many filters are applied.



Sedimentation Tank Computation Cost: 
Raw Data vs. In-Situ and Provenance Data Storage

Provenance Data: 6%        
In-Situ Visualization : 0.12%       

Data Extraction: 0.04%
% in relation of raw data stored

Legend:
s:: Solver
sp: Solver with Provenance
ext-ext: Solver + Provenance + In-situ



Real Case: 
Sedimentation and Deposition with Real Bed Bathymetry

● Run on 480 cores at Lobo Carneiro
● Domain Size:  

○ Tank: 14 x 12 x 2

● Fixed Unstructured mesh:
○ 7.6M linear tetrahedral elements

○ 1.4M nodes

● Dimensionless Parameters: 
○ Grashof: 106 (Reynolds approx. 2000)

○ Monodisperse: 

■ Settling velocity: 5.6651E-03

● Boundaries conditions:
○ Flow: 

■ no slip is applied at bottom and channel walls

■ Prescribed  velocity at front wall channel

■ Free slip at top

○ Sediment:
■ Concentration prescribed at front channel wall

● Data Analysis
○ In-Situ visualization of sediment deposition

○ Data Extraction: sediments profile over lines

Sediment concentration at t=200 

Bed bathymetry



Real Bed Bathymetry Case: 
Computation Cost

Time Contribution Elapsed Time %Cost
Flow Solver 72523.49 50.71%
Concentration Solver 28000.50 19.58%
In-Situ Viz + Extraction 2175.16 1.52%
XDMF/HDF5 Raw data 421.23 0.29%
Provenance 451.70 0.32%
Total 143029.00

Storage 
Requirements

Size 
(in GB)

%
Raw Data

XDMF/HDF5 Raw data 23.44

Provenance + Data Extraction 0.38 1.60%
In-Situ Viz + Extraction 0.28 1.21%

TABLE 2: Elapsed time for different stages - Real Bed Bathymetry Case - Simulation final 
time t=100

Sedimentation map generated by In-Situ Catalyst



Parameter Online Tracking and Fine-tuning 

libMesh-sedimentation workflow

Souza et al, WORKS 2017, Camata et al, Computers and Geosciences, 2018

To support the user in following the evolution of strategic 
values, we use an approach presented in [30] to monitor 
results online using provenance data. We set up several 
monitoring queries to plot simulation data at each time step. 
One query shows linear and nonlinear iterations, residual 
norms, and number of elements in the mesh at each time step. 
Additionally, ParaView Catalyst was set up to plot 3D 
visualizations of the channel and the sediment deposits over 
time. Then, the user sees, for example, that the number of 
elements generated by the AMR/C is close to a maximum 
preset number of elements. At that rate, the simulation may 
crash, running out of memory. Based on the knowledge of this 
application, the user knows that changing some of the solver 
parameters, the number of elements tend to decrease. Thus, 
the user issues a DfAdapter command to adapt the solver 
parameters. 

In Figure 9, we show the plot of the monitoring query for 
the number of elements. We see how the number is increasing 
when the user decided to fine tune the input parameters online 
aiming at reducing the number of elements. This action 
prevented the simulation to result in an out-of-memory error, 
which would interrupt the simulation, requiring offline 
tunings and job resubmission to the HPC cluster. In Figure 10, 
we show the 3D visualizations and the evolution of the 
strategic values and how the sediments flow in the channel 
over time. Then, the user can run analytical queries to analyze 
the consequences of the fine-tunings, like Queries 1 and 2. In 
Table 1, we show a small excerpt of these results, where we 
can see that the simulation time was cut down to 17 days 
thanks to the fine-tunings. If we consider the average solver 
time by iteration before the fine-tunings, the simulation time 
would be approximately 27 days, i.e., a reduction of 37%. 

With respect to the added performance overhead (i.e., extra 
data stored for provenance and time consumed for 
registration), it was less than 1% of either workflow time or 
data processed. The overhead accounts for: the data extractor 
for in-situ 3D visualizations in ParaView Catalyst; provenance 
registry by DfAnalyzer; and adaptation registration control by 
DfAdapter. Specially, DfAdapter adds few new entries in the 
ProvDB when the user adapts. The process of inserting in the 
database occurs asynchronously in background and does not 
interfere in the main scientific computation, contributing to 
keep the overhead as low as possible. Anyhow, any overhead 
caused by this solution is greatly compensated by the benefits 
available to the user. For example, keeping the registry of the 
adaptations related to the provenance of the results benefits 
reproducibility, validation, and interpretation (Challenge 2). 
Also, observing at runtime that the adaptation reduced the 
execution time in ten days (Challenge 3) is relevant for further 
online tunings and result analyses.  

VI. RELATED WORK 
In a recent survey [2], the authors discuss past, present, and 

future of scientific workflows, and as a challenge they 
mention that "monitoring and logging will be enhanced with 
more interactive components for intermediate stages of active 
workflows." We did not find any work that registers dynamic 

workflow adaptation in logs or provenance databases. 
Consequently, we found no related work that allows for 
tracking online fine-tunings and querying workflow data 
considering human adaptation. Therefore, we initially analyze 
related work concerning human adaptation in application-
specific scenarios, and then we discuss these adaptations 
through WMS support during execution. Finally, we address 
related work that instrument code for debugging, which has 
similarities with our instrumenting for data analysis and 
registry of fine tunings. 

Long lasting scientific applications, such as the ones from 
the Oil and Gas industry, require human adaptation [31]. BSIT 
[13] is a platform tailored for seismic applications that 
supports adaptations in parameters, programs, datasets, but it 
does not register provenance or allow for adaptation data 
analysis.  

There are only a few large-scale WMSs [16,18,24,25] that 
support human adaptation. Although highly scalable, these 
WMSs do not provide provenance tracking of the adaptations. 
Chiron workflow system enables users to change filter values 
[9], adapt loop conditions of iterative workflows [8], and 
reduce input datasets [30]. These works show that online 
adaptations significantly reduce overall execution time, since 
users can identify a satisfactory result before the programmed 
number of iterations. However, tracking the adaptation has not 
been addressed in Chiron. 

WorkWays [21] is a powerful science gateway that enables 
users to dynamically adapt the workflow by reducing the 
range of some parameters. It uses Nimrod/K as its underlying 
parallel workflow engine, which is an extension of the Kepler 
workflow system [1]. It presents several tools for user 
interaction in human-in-the-loop workflows, such as graphic 
user interfaces, data visualization, and interoperability among 
others, but with no support for provenance. 

WINGS [11] is a WMS concerned with workflow 
composition and its semantics. It focuses on assisting users in 
automatic data discovery. It helps to generate and to execute 
multiple combinations of workflows based on user 
constraints, selecting appropriate input data, and eliminating 
workflows that are not viable. However, it does not aim at 

 
Figure 9. Plot of monitoring query showing number of elements over time. 

TABLE 1. RESULTS OF PARAMETER-TUNING. 

 Before After Reduction  
Avg. Solver Time 

by iteration 3.82 min 2.21 min 42.14% 

Avg. Number of 
elements 2.4x106 1.7x106 29.24% 

Simulation time (expected) 
~27 days 

(real)  
~17 days 37% 

 

In situ visualization with ParaView Catalyst



Exploring and adapting sedimentation solver data 
with provenance data

Camata, J.J., Silva, V., Valduriez, P., Mattoso, M., Coutinho, A.L.G.A.: In situ visualization and 

data analysis for turbidity currents simulation. Computers & Geosciences v.110, 23–31 (2018).



Exploring and adapting sedimentation solver data 
with provenance data

Camata, J.J., Silva, V., Valduriez, P., Mattoso, M., Coutinho, A.L.G.A.: In situ visualization and 

data analysis for turbidity currents simulation. Computers & Geosciences v.110, 23–31 (2018).



Sedimentation provenance data analysis 
complementing viz tools

Query: Tracking sediment deposition
I DfAnalyzer registers deposition along time at predefined locations and

pointers to viz files.
I We can query online with a negligible time (< 500 ms).

Figure: Sediment deposition monitoring at five time instants at x = 9.0 (a) and
x = 13.5 (b) combining data with in-situ visual information

Camata, J.J., Silva, V., Valduriez, P., Mattoso, M., Coutinho, A.L.G.A.: In situ visualization and 

data analysis for turbidity currents simulation. Computers & Geosciences v.110, 23–31 (2018).



Query processing

q Analytical queries for...
– Monitoring:

• The appearance of sediments in the domain bottom layer for a specific time 
step

– Debugging and user steering:
• Analysis of the algorithm output parameters after the convergence of the 

solver in the fluid and sediments loops in a specific execution of the 
sedimentation solver

time step x y z d
1 0.000 1.000 0.000 2.00E-04
1 0.180 1.000 0.000 2.00E-04
1 0.360 1.000 0.000 2.00E-04
1 0.540 1.000 0.000 2.00E-04
1 0.720 1.000 0.000 1.99E-04
1 0.900 1.000 0.000 1.19E-04
1 1.080 1.000 0.000 3.04E-08
… … ... … …

Fluid Sediments

linear residual 
norm

nonlinear 
residual 

norm

linear
residual 

norm

nonlinear 
residual 

norm
3.98E-06 13.54823207 8.66E-06 0.004445721
4.30E-06 0.390224835 2.00E-09 0.002435432
4.30E-06 0.390224835 1.31E-05 0.016144017
7.00E-09 0.002712742 2.00E-09 0.002435432
7.00E-09 0.002712742 1.31E-05 0.016144017

… … … …



Queries users can now ask

Inspecting parameter tunings (“who”, “when”, “what”, “which”) 
– How many tunings?

– Which parameters did I change? 

– What were the old and new values?

– When did each adaptation happen?

Understanding consequences of a tuning (“how”) 
– In parameter tuning 3, how was the average of Solver output values 10 iterations 

before and after? 

Data reduction (“how”, “which”)
– On average, how long iterations were lasting before and after I reduced input files 

from the input data? Which files were affected? 

**SQL codes for these queries in a real relational database schema implementing PROV-DfA are available on 
https://github.com/hpcdb/PROV-DfA **

https://github.com/hpcdb/PROV-DfA


PROVENANCE IN DATA 
ANALYTICS
UQ IN SEISMIC IMAGING

DFAnalyzer:

https://gitlab.com/ssvitor/dataflow_analyzer



Applied Geophysics Network – Cenpes / Petrobras

Seismic Imaging



Uncertainty in Seismic Imaging

(a) Possible velocity fields                     (b) Corresponding Seismic images

+ Fomel, S., Landa, E. Structural Uncertainty Of Time-migrated Seismic Images. Journal of Applied Geophysics, vol. 101, 27-30, 
2014.

+ Pawelec, I., Uncertainty Quantification in Seismic Imaging, Dissertation. Colorado School of Mines, Colorado, US, 2018.



Uncertainties in Seismic Images

+ Lavril, T.,J. P.,  A Probabilistic Framework for Uncertainty Quantification in Large-Scale Simulations: Application in Seismic 
Imaging. Dissertação, Universidade Federal do Rio de Janeiro, COPPE/UFRJ, Rio de Janeiro, 2015.



ENSEMBLE BASED UNCERTAINTY ANALYSIS
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RTM under UQ Workflow

Scientific Workflow Under Uncertainty

rtmUq2D

Generate M samples via Bayesian Eikonal Tomography

Pick N post burn-in samples

Run rtmUq2D for sample 1 Run rtmUq2D for sample N...

Migrate 
seismogram 1

Migrate 
seismogram S

... Migrate 
seismogram 1

Migrate 
seismogram S

...

Bayesian Eikonal Tomography

Reverse Time Migration

Stack seismic image and 
apply an appropriate filter

Stack seismic image and 
apply an appropriate filter

Statistics and Uncertainty Maps

Generates Statistical Moments and Uncertainty Maps from 
stack seismic images

Generates Statistical 
Moments and Uncertainty 
Maps from N velocity 

samples

...

User steers to decide when to 
finish the generation

User starts 
Scientific 
Workflow

User Actions

Stage 1

Stage 2

Stage 3

Two-level 
parallel 

computations



Provenance Data in the RTM-UQ Workflow

● File correlation as seismic images are generated
○ What is the image corresponding to the “m-velocity field? 
○ There are too many files for a manual search. Tiresome procedure and prone to 

errors. 

● Image statistics
○ What are the 5 images closest to the mean?
○ Which (and how many) imagens are within 2 standard deviation
○ Which images are within 95% confidence interval?

• RTM processing time and image sizes
○ What are the mean and standard deviation of  RTM CPU times? 

○ What are the most compressed images?

+ V Silva, D De Oliveira, P Valduriez, M Mattoso, DfAnalyzer: runtime dataflow analysis of scientific applications using
provenance, Proceedings of the VLDB Endowment 11 (12), 2082-2085.



Provenance Data in the Workflow



PROV challenges

q CAPTURE (GRANULARITY)

q REPRESENTATION

q STORAGE

q QUERIES

PROV is domain-agnostic
can be specialized with domain data 



Prepare 
data to be 
queried, 
before 
being 

produced

Capture 
provenance 
data without 

interference on 
execution 

control

Negligible-
low overhead 

on the 
execution 

time

Data analysis 
support 

during and 
after 

execution

Register 
user 

steering 
actions

Provenance & Data Extraction for analysis at runtime

+ V Silva, D De Oliveira, P Valduriez, M Mattoso, DfAnalyzer: runtime dataflow analysis of scientific applications using

provenance, Proceedings of the VLDB Endowment 11 (12), 2082-2085.



MANAGING DATA IS NEVER SIMPLE
WITHOUT PROVENANCE EVEN HARDER

Take home lesson:



DATA SCIENCE AND MACHINE 
LEARNING



Data Science ≠ Machine Learning

Jens Dittrich “Data Science ≠ Machine Learning: Some Thoughts on the Role of Data 
Management in the new AI-Tsunami” -- Keynote DEEM@SIGMOD 2018, June 2018 



Data Science ≠ Machine Learning

Jens Dittrich, VLDB 2017 (invited talk: “Deep Learning (m)eats Databases”



Despite their individual strengths, theory-based and data
science models suffer from certain deficiencies when applied
in problems of great scientific relevance, where both theory
and data are currently lacking. For example, a number of sci-
entific problems involve processes that are not completely
understood by our current body of knowledge, because of the
inherent complexity of the processes. In such settings, theory-
based models are often forced to make a number of simplify-
ing assumptions about the physical processes, which not only
leads to poor performance but also renders themodel difficult
to comprehend and analyze. We illustrate this scenario using
the following example fromhydrologicalmodeling.

Example 1 (Hydrological Modeling). One of the primary
objectives of hydrology is to study the processes responsi-
ble for the movement, distribution, and quality of water
across the planet. Some examples of such processes
include the discharge of water from the atmosphere via
precipitation, and the infiltration of water underneath the
Earth’s surface, known as subsurface flow. Understand-
ing subsurface flow is important as it is intricately linked
with terrestrial ecosystem processes, agricultural water
use, and sudden adverse events such as floods. However,
our knowledge of subsurface flow using state-of-the-art
hydrological models is quite limited [36]. This is mainly
because subsurface flow operates in a regime that is diffi-
cult to measure directly using in-situ sensors such as bore-
holes. In addition, subsurface flow involves a number of
complex sub-processes that interact in non-linear ways,
which are difficult to encapsulate in current theory-based
models [37]. Due to these challenges, existing hydrologi-
cal models make use of a broad range of parameters in
several weakly-informed physical equations. Thus, global
hydrological models tend to show poor predictive perfor-
mance in describing subsurface flow processes [38]. In
addition, they also lose physical interpretability due to
the large number of model parameters that are difficult to
interpret meaningfully with respect to the domain.

If we apply “black-box” data science models in scientific
problems, we would notice a completely different set of
issues arising due to the inadequacy of the available data in
representing the complex spaces of hypotheses encountered
in physical domains. Further, since most data science mod-
els can only capture associative relationships between varia-
bles, they do not fully serve the goal of understanding
causative relationships in scientific problems.

Hence, neither a data-only nor a theory-only approach
can be considered sufficient for knowledge discovery in
complex scientific applications. Instead, there is a need to
explore the continuum between theory-based and data sci-
ence models, where both theory and data are used in a syn-
ergistic manner. The paradigm of theory-guided data science
attempts to address the shortcomings of data-only and
theory-only models by seamlessly blending scientific
knowledge in data science models (see Fig. 1). By integrat-
ing scientific knowledge in data science models, TGDS aims
to learn dependencies that have a sufficient grounding in
physical principles and thus have a better chance to repre-
sent causative relationships. TGDS further attempts to
achieve better generalizability than models based purely on
data by learning models that are consistent with scientific
principles, termed as physically consistent models.

To illustrate the role of “consistency with scientific
knowledge” in ensuring better generalization performance,
consider the example of learning a parametric model for a
predictive learning problem using a limited supply of
labeled samples. Ideally, we would like to learn a model
that shows the best generalization performance over any
unseen instance. Unfortunately, we can only observe the
model performance on the available training set, which may
not be truly representative of the true generalization perfor-
mance (especially when the training size is small). In recog-
nition of this fact, a number of learning frameworks have
been explored to favor the selection of simpler models that
may have lower accuracy on the training data (compared to
more complex models) but are likely to have better generali-
zation performance. This methodology, that builds on the
well-known statistical principle of bias-variance trade-off
[39], can be described using Fig. 2.

Fig. 2 shows an abstract representation of a succession of
model families with varying levels of complexity (shown as
curved lines), where M1 represents the set of least complex
models while M3 contains highly complex models. Every
point on the curved lines represents a model that a learning
algorithm can arrive at, given a particular realization of
training instances. The true relationship between the input
and output variables is depicted as a star in Fig. 2. We can

Fig. 1. A representation of knowledge discovery methods in scientific
applications. The x-axis measures the use of data while the y-axis
measures the use of scientific knowledge. Theory-guided data science
explores the space of knowledge discovery that makes ample use of
the available data while being observant of the underlying scientific
knowledge.

Fig. 2. Scientific knowledge can help in reducing the model variance by
removing physically inconsistent solutions, without likely affecting their
bias.
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A Word of Caution in Machine Learning 

q Machine Learning (ML) are Universal Approximators

q Huge success in text mining, image recognition, etc.

q ML finds best solution minimizing some norm between input and 
output – standard solutions may be trapped within a local minimum, 
thus stochastic algorithms are preferred

q ML does not know about the problem being solved
– In case of physical systems ML may reach unphysical solutions, that is, a 

solution for incompressible flows where velocity does not satisfy

q ML learning should know about the physics: adding constraints to 
the formulation

Leon Bottou, Frank E. Curtis, Jorge Nocedal, Optimization Methods for Large-Scale Machine Learning, SIAM Rev., 60(2), 223–311, 2018

Fluid motion drives the sediment particles, but they are also endowed with
extra mobility modeled by their settling velocity uS in the gravity direction
eg. Thus, an advection-di↵usion equation models the sediment transport.
The motion of sediment with grain sizes embedded in the mixture is mapped
by the field c = C/C0, the scaled concentrations, expressing the volume frac-
tion occupied by each particle size. C and C0 are, respectively, the actual
concentration and a normalization value, the latter typically taken as the
particles volume fraction of the injection mixture. Di↵usion of the sediment
is supposed to be quite small, and its inclusion in the modeling is often
motivated by numerical reasons [15]. Thus, the governing equations read,

@u

@t
+ u ·ru = �rp+

2
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p
Gr

r·(⌫m(c)rsu) + c eg in ⌦⇥ [0, tf ] (1)
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where u, p and t are, respectively, non-dimensional velocity, pressure and129

time. The dynamic pressure, p, results after removing the hydrostatic com-130

ponent of the pressure. The symbol rs stands for the symmetric part of131

the gradient operator. ⌫m(c), a function of the volumetric concentration, is132

the e↵ective dynamic viscosity of the mixture and uS the particle settling133

velocity acting in the direction of gravity eg. Gr is the Grasho↵ number,134

that expresses the ratio between buoyancy and viscous e↵ects, given by:135

Gr =

✓
ubH⇢f

⌫f

◆2

(4)

where ⌫f and ⇢f are, respectively, the fluid, usually water, dynamic vis-136

cosity and the fluid density, H is a characteristic length of the flow and137

ub =
p

gHC0(⇢p � ⇢f )/⇢f is the buoyancy velocity; g stands for the gravity138

acceleration and ⇢p and ⇢f for particles and water densities. The Reynolds139

number is such that Re = Gr
2.140

A third dimensionless number is the Schmidt number, Sc, giving the ratio141

between di↵usion and viscous e↵ects:142

Sc =
⌫f

⇢f
(5)
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Data-enabled, Physics-constrained 
Predictive Modeling of Complex Systems
By Karthik Duraisamy

Even with recent advances in computing 
power and algorithms, a multitude of 

first-principles-based computations of phys-
ical problems remains out of reach, even on 
the most powerful supercomputers. This 
situation is unlikely to change for many 
decades for a number of important prob-
lems, such as those that involve bridging 
the gap between atomistic and continuum 
scales in materials science and combus-
tion, climate and weather prediction, and 
structure formation and evolution in the uni-
verse. As a result, the scientific community 
continues to rely on physical intuition and 
empiricism to derive approximate models 
for prediction and control.

With the proliferation of high-resolution 
datasets and advances in computing and 
algorithms over the past decade, data sci-
ence has risen as a discipline in its own 
right. Machine learning-driven models 
have attained spectacular success in fields 
such as language translation [3], speech 
and face recognition, bioinformatics, and 
advertising. The natural question to ask 
then is: Can we bypass the traditional 
ways of intuition/hypothesis-driven model 
creation and instead use data to generate 
predictions of physical problems? In other 
words, can one extract cause-and-effect 
relationships and create reliable predic-
tive models based on a large number 
of observations of physical phenomena? 
The instinctive response from the physi-
cal modeler is typically along the lines 
of “curve-fitting is not physics,” and the 
like. The data scientist or statistician, on 
the other hand, exudes more optimism 
based on faith in approximation theory, 

reinforced by successes in some appli-
cation domains. Though application has 
been restricted to simple problems, infer-
ence and machine learning have indeed 
been used to extract operator matrices [6], 
discover dynamical systems [1, 10], and 
derive the solution of differential equa-
tions [7]. To develop improved predictive 
models of complex real-world problems, 
however, one may need to pursue a more 
balanced view. Data cannot be an alterna-
tive for physical modeling, but when com-

bined with—and informed by—a detailed 
knowledge of the physical problem and 
problem-specific constraints, it is likely to 
yield successful solutions.

Consider a true process u  governed by 
a set of equations that are either unknown 
or too expensive to discretize. Assuming 
we want to derive data-driven models for 
a surrogate variable u,  a few  challenges  
arise: there  may  exist  several  latent  
variables v  (which may encode the rela-
tionship between u  and u)  that might not 
be identifiable without a knowledge of the 

physics; we may not have enough data in 
all regimes of interest; and the data may be 
noisy and of variable quality. As a result 
of these challenges, if one were to apply 
machine learning directly to datasets (as in 
a speech recognition/translation example), 
the validity of the resulting models may be 
limited around the specific circumstances 
that generated the data. In other words, 
the predictive model might not be gener-
alizable. Therefore, a pragmatic solution 
is to combine physics-based models with 

data-based methods and pursue a hybrid 
approach. The rationale is as follows: by 
blending data with existing physical knowl-
edge and enforcing known physical con-
straints [4] (mass and energy conserva-
tion, for instance), one can improve model 
robustness and consistency with physical 
laws and address gaps in data.  This would 
constitute a data-augmented physics-based 
modeling paradigm.

In traditional modeling approaches, it 
is typical to write down a set of physics-
based governing  equations %( , ) ,u v = 0  
where %  is a model operator. Using 
this model as a starting point, data-aug-
mented models may seek a model form 
%γ β α( , , ( , ), ) ,u v u v = 0  where a  may 
be a set of parameters, b  may be a func-
tional form, and %g  may be an augmented 
set of operators, likely derived based on 
available data and selection of priors.

In some applications, the use of machine 
learning can be direct and powerful. For 
instance, researchers have used manifold 
learning to extract a constitutive rela-
tionship in solid mechanics directly from 
data [2]. They have successfully employed 
machine learning to learn density func-
tionals [9] in electronic structure calcula-
tions. In many problems, however, the 
information extracted from the data can 
be defined only in the context of the 
model. This aspect can restrict the use of 
machine learning on the data, even if the 
starting point is a physics-based model. 
As an example, a constitutive relationship 
b( , )u vdata data

 extracted directly from the 
data may become inconsistent with the 
rest of the model in a predictive modeling 
setting because  the  latent  variable  in  
the  model vmodel  might  be  an  opera-
tional variable, whereas its counterpart 
in the  data vdata  might  be  a  physical  
variable. Consequently, machine learning 
must be preceded by statistical inference in 
many problems. Statistical inference thus 
uses data to derive problem-specific infor-
mation that consistently connects model 
augmentations to model variables. If the 
goal is predictive rather than reconstruc-
tive modeling, the outputs of several such 
inverse problems (on different datasets 
representative of the physical phenomena) 
must be transformed into general function-
al forms b( , )u v  using machine learning 
[5]. Figure 1 shows an example where lift 
data from one airfoil is used to infer and 
reconstruct functional forms of turbulence 
model discrepancies on other airfoils at 
flow conditions different from those in 
which the model was trained.

Combining physical models with data-
driven techniques yields the potential to 
derive predictive and generalizable models 
in a number of disciplines. While one can 
argue that model creation has always been 
data-enabled, renewed opportunities exist, 
courtesy of access to a high quality and 
quantity of data, better tools/techniques, and 
more powerful computers.

Against this backdrop, the scientific 
computing community is beginning to rec-
ognize the promise of data-enabled model-

ing of complex physics. Initial successes 
have been noted, albeit on academic prob-
lems. For these techniques to have a signifi-
cant impact in application domains, scien-
tific rigor in data preparation, selection of 
priors, feature engineering, model training, 
and model deployment must be combined 
with domain expertise.
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Figure 1. Example of data-augmented, physics-based modeling applied to turbulent flow prediction.  Predictive improvement is achieved based 
on inferring force data over another airfoil and constructing machine-learned model augmentations. Left. Pressure over airfoil surface. Green: 
baseline physics model. Red: machine learning-augmented physics model. Blue: experimental measurements. Middle. Baseline flow prediction 
(pressure contours and streamlines). Right. Flow prediction using machine learning-augmented physics model. Image adapted from [8].
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Figure 3: Navier-Stokes equation: Top: Predicted versus exact instantaneous pressure

field p(t, x, y) at a representative time instant. By definition, the pressure can be recov-

ered up to a constant, hence justifying the di↵erent magnitude between the two plots.

This remarkable qualitative agreement highlights the ability of physics-informed neural
networks to identify the entire pressure field, despite the fact that no data on the pressure

are used during model training. Bottom: Correct partial di↵erential equation along with

the identified one obtained by learning �1,�2 and p(t, x, y).

tative pressure snapshot. Notice that the di↵erence in magnitude between
the exact and the predicted pressure is justified by the very nature of the
Navier-Stokes system, as the pressure field is only identifiable up to a con-
stant. This result of inferring a continuous quantity of interest from auxiliary
measurements by leveraging the underlying physics is a great example of the
enhanced capabilities that physics informed neural networks have to o↵er,
and highlights their potential in solving high-dimensional inverse problems.

Our approach so far assumes availability of scattered data throughout the
entire spatio-temporal domain. However, in many cases of practical interest,
one may only be able to observe the system at distinct time instants. In the
next section, we introduce a di↵erent approach that tackles the data-driven
discovery problem using only two data snapshots. We will see how, by lever-
aging the classical Runge-Kutta time-stepping schemes, one can construct
discrete time physics informed neural networks that can retain high predic-
tive accuracy even when the temporal gap between the data snapshots is

10

Navier-Stokes equation: Top: Predicted versus exact 
instantaneous pressure field p(t,x,y) at a representative time 
instant.. This remarkable qualitative agreement highlights the 
ability of physics-informed neural networks to identify the 
entire pressure field, despite the fact that no data on the 
pressure are used during model training. Bottom: Correct 
partial differential equation along with the identified one 
obtained by learning λ1, λ2 and p(t, x,y).

M Raissi, P Perdikaris, GE Karniadakis, Physics-
informed neural networks: A deep learning framework 
for solving forward and inverse problems involving 
nonlinear partial differential equations
Journal of Computational Physics 378, 686-707, 2019
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A (Deep) Machine Learning Surrogate

Ø Aim: Decrease the computational effort of the Monte Carlo Method

● Adapted from: Zhu and Zabaras, Bayesian deep convolutional encoder–decoder networks for surrogate
modelling and uncertainty quantification, JCP, 366 (2018) 415–447



DNN Surrogate: Encoder-Decoder

Layers Output Dimension

Input 1 301

Convolution 48 148

Dense Block 144 148

Encoding 72 74

Dense Block 168 74

Encoding 84 37

Dense Block 180 37

Decoding 1 3

Neural network architecture and training details: Output denotes the number of output feature
maps and Dimension is the spatial dimension of the feature map.

• Activation ReLU
• Optimizer ADAM
• Learning Rate 1e-3
• Epochs 50
• Training Data 10000
• Mini-batch size 64
• Loss function Mean-squared-error

Ø The neural network is trained using the TensorFlow software library (version r1.13) on a 2.30 GHz 
Xeon E5-2630 CPU, where it took around 17 minutes to train 50 Epochs.



Ø 10K samples, different from those used in training, are extrapolated to evaluate the surrogate model
performance in predicting the pressure in 3 different points in the spatial domain.

Ø The computational cost of the surrogate model is around 10 seconds (Original model has a cost of
4hrs!)

Ø For low frequencies of the source term, it was found that in regions where the variability of the solution
is lower, the substitutive model presented a better prediction, with a mean relative error of 1%.

Ø For high frequencies of the source term, in regions where the variability of the solution is higher, the
mean relative error increases significantly, around 10%.

Predicting Uncertainties with the Surrogate

Ø frequency of source term – 10 Hz



Final Remarks and Discussion
q We see a synergy between HPC, CSE, and ML. We have learned that new machines open new 

possibilities è what will happen when we have exascale machines?

q Predictive Computational Science and Predictive Data Science are the new paradigms

q CSE and Data Science: we need them both

q Machines and Apps are becoming increasingly complex, how to manage all this? HPC, Storage, 
Networking and Visualization are becoming more integrated

q What is ML role? How it will be integrated with PDE-based solvers? How to deal with the huge amount of 

data? 

– Los Alamos 2ND PHYSICS INFORMED MACHINE LEARNING, Jan 21-25, 2018

q International collaboration, like BR-EU H2020 will strengthen the field

q Digital Twins in Energy Industry

– GE is promoting; Shell joined a JIP for digital twins in Oil&Gas in July, 2017

q The Brazilian government has sustained a  successful  R&D policy funding in the Energy area directly 

promoting partnerships involving the private sector, universities and research labs, supervised by the 
regulatory agencies ANP (oil & gas) ANEEL (electricity).
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